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1 Sampling, Quantization and PCM

We as human beings generally perceive the world around us in terms of audio and
visual analog waveforms. However, modern-day transmission of such information
through radiated (and often very noisy) media is done digitally for two main reasons:

(1) digital information can be “regenerated” and then resent (e.g., through re-
peaters), and

(2) digital information can be encoded so as to correct errors produced by the noisy
medium.

We shall see investigate in some detail how PCM — Pulse Code Modulation —
accomplishes the above, and also study some of its salient properties.

1.1 Bandwidth and the Sampling Theorem

All signals possess what is called a spectrum, which intuitively can be thought of as
the constituent frequencies of the waveform.

We consider some simple examples.

1. The “sine wave,” given mathematically by the equation w(t) = sin 2πt, where
t is measured in seconds, has only one frequency component, viz., 1 Hz (cy-
cles/second). Thus, the graph is “periodic” and repeats itself after every second.
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The waveform y = sin 2πt

2. We may play finite variations of the above, and consider, e.g., the waveform

w(t) = sin 2πt− 4 sin 4πt+ sin 10πt :
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In this case there are three constituent frequencies: 1 Hz, 2 Hz and 5 Hz.

3. As an ostensibly esoteric, but really quite useful example is the so-called “sinc”
function, defined by setting sinc(t) = sin(πt)/πt:
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This function appears as a “damped sine wave,” with zeros at ±1,±2, . . . How-
ever, as there is no evident periodicity, it is not clear what the spectrum should
be. To this end, perhaps a “seat of the pants” approach to the notion of spec-
trum is in order here. Let us consider a “filter” F (leave this undefined for
now), which takes an input waveform winput(t) and passes an output waveform
woutput(t). We make the following quasi-definition:

Spectrum of the Filter F : We say that the frequency f is in the spectrum
of the filter F , and write f ∈ Spec(F ), if for a sinusoidal input w(t) = sin 2πft
the steady-state output (i.e, ignore “transients”) is a sinusoid also of frequency
f (possibly with phase shift), but with small attenuation.

For instance, the familiar RC-filter (where we have normalized the resistance to
R = 1) will take input sinusoids with frequency f and attenuate by a factor of

1√
1 + (2πfC)2

.
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That is to say, the above filter will pass the lower frequencies and “filter out”
the higher ones. Therefore, RC-filters are often referred to as low-pass filters. In
a similar fashion, if one builds the familiar RLC-filter with a resistor, inductor
and capacitor connected in series, then the attenuation factor in this case is of
the form

1√
1 + ω−2L2(ω2

0 − ω2)
,

where again the resistance is normalized to 1, the capacitance is C, the induc-
tance is L, ω0 = 2πf0 =

√
1/LC, where f0 is the “natural frequency” of the filter,

and ω = 2πf . Thus, we see that the least attenuation occurs where the input
frequency f agrees with the natural frequency, f = f0. Correspondingly, the
greater the difference between f and f0, the greater the attenuation. This being
said, we would say that the spectrum of the RLC-filter consists of frequencies
near the natural frequency f0 =

√
1/2πLC.

With the above having been said, we can say that the spectrum of a wave-
form w(t) is that of the “tightest” filter (i.e smallest spectrum) that passes w(t)
without too much attenuation.

While the above is perhaps a bit too imprecise for the purist, it at least lends
itself to laboratory verification. If we return to the above sinc function, we would
find that a low-pass filter that passes frequencies up to 1/2 Hz would also pass
sinc(t) in reasonably good shape. Thus we would write

Spec(sinc(t)) = { frequencies f | 0 ≤ f ≤ .5 Hz}.

4. Consider the “switched sinusoid,” i.e, the waveform w(t) defined by

w(t) =

{
sin 2πf0t if 0 ≤ t ≤ T

0 otherwise.
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Very much unlike the ordinary sine wave, which continues infinitely in both
directions (so cannot represent anything physical), the switched sinusoid can be
shown to have spectrum

Spec(w(t)) = { frequencies f | |f − f0| ≤ 1/T}.

There are other frequencies, but they suffer considerable attenuation.

5. Impulse function. If we consider the sinc function w(t) = T sinc(Tt), then the
graphs looks similar to the above sinc function graph, except that it rises to a
maximum amplitude of T at t = 0 and has zeros at ±1/T,±2/T, . . . . Such a
sinc function can be found to have spectrum consisting of all frequencies up to
T/2 Hz. If we continue to allow T to get bigger and bigger (T →∞), then the
resulting waveform is called the Dirac pulse (or “impulse function”) δ(t), and
has spectrum consisting of all frequencies.

Bandwidth: A term closely associated with “spectrum” is “bandwidth.” The above
examples indicate that the spectrum (either of a filter or of a waveform) tends to
cluster around a center frequency (which might be zero, as in the case of the low-
pass filter and the sinc functions), or around some center frequency, such as for the
RLC-filter or the switched sinusoid. We therefore define the bandwidth to denote the
range of frequencies about this center frequency. Thus, we would say that the sinc
function sinc(t) has bandwidth 1/2 (being 1/2−0); more generally the sinc functions
sinc(Tt) have center frequency 0 and bandwidth T/2. Correspondingly, we see from
the above that the impulse function δ(t) has infinite bandwidth. On the other hand,
the sine function w(t) = sin 2πft) has only one frequency in its spectrum and thus
has zero bandwidth. The same can be said for simple combinations of sinusoids.

Example. [The low-pass filter revisited] For the low-pass filter illustrated on
page 3, many texts adopt the bandwidth definition B = 1/2πC Hz, where input
sinusoids of frequency≤ B will be attenuated by no more than a factor of 1/

√
2 ≈ .707.

Using this as a benchmark, one can show that a rectangular pulse of duration of T
seconds will not be too badly distorted as long as 1/T ≤ B.

Spectra and the Fourier transform. As is very often the case, mathematics has a
very concise way of getting at the spectrum of a waveform w(t). Without pulling any
punches, we set

W (f) =

∫ ∞
−∞

w(t)e−2πiftdt,

where e−2πift is the complex exponential

e−2πift = cos 2πift− i sin 2πift.

(I can’t bring myself to do as engineers do and write the complex imaginary unit√
−1 as j.) We call the function W the Fourier transform of w and often write
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W (f) = F(w)(f). The above being the case, one can show that

w(t) =

∫ ∞
−∞

W (f)e2πiftdf,

and so we would be justified in calling w the inverse Fourier transform of W and
writing w(t) = F−1(W )(t). The pair of functions w,W is sometimes called a Fourier
transform pair.

With the above in force, it turns out that the correct definition of the spectrum of
a waveform w(t) is to say that f ∈ Spec(w) if and only if |W (f)| 6= 0 (or that |W (f)|
is above some threshold level), where for a complex number a+bi, |a+bi| =

√
a2 + b2.

Using the above, if one defines the pulse function, ΠT , T > 0 by setting

ΠT (t) =

{
1 if |t| ≤ T/2

0 otherwise,

then one can show that the functions ΠT and sincT are Fourier transform pairs, where

sincT (t) = T sinc(Tt).

In particular, F(sincT ) = ΠT , which gives spectrum and bandwidth for the waveforms
w(t) = T sinc(Tt) as above, i.e, the bandwidth of the sinc function sinc(Tt) is T/2.
Putting the shoe on the other foot, we observe from the graph of the sinc function on
page 2 that the first zero of the function W (f) = T sinc(Tf) occurs at f = 1/T , and
is rather attenuated thereafter, which shows that the pulse ΠT of duration T seconds
has most of its spectrum contained in a bandwidth of T Hz.

We now come to the “Sampling Theorem,” which has been attributed to Claude
Shannon and called the Shannon Sampling Theorem. However, this theorem was
known by Whittaker and his school at least as early as 1915.

Sampling Theorem. Let w(t) be a waveform bandlimited to B Hz (so |F(w)(f)| ≈
0 for f > B). Then fs ≥ 2B implies that

(i) w can be recovered by its amplitudes, sampled every 1/fs seconds; in fact

(ii) w(t) =
∞∑

n=−∞
w(n/fs)sinc(fs[t− n/fs]).

In particular, we can recover w by sampling at the Nyquist rate of 2B samples/sec.

1.2 Quantization and PCM

The idea behind quantizing a waveform is quite simple. For the sake of illustration,
we assume that the waveform w(t) has been sampled at the values −4,−3, · · · , 2, 3, 4;
the corresponding points have been highlighted on the graph below. Next, we have



assigned M = 8 = 23 quantizing levels, corresponding to amplitudes 2k + 1, k =
−4,−3, . . . , 3. The rule is that if the amplitude falls within (2k + 1) ± 1, then we
assign the binary codeword assigned at level 2k + 1. For example, the amplitude at
point A would be assigned the binary codeword 000 and the amplitude at point B
would be assigned the binary codeword 101.
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(111) 5
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Note that the actual assignment of binary codewords need not simply be the binary
representation of the “rounded off” amplitudes (i.e, the natural code); such is the case
with the so-called Gray code used in the picture above.

If we make the assignments to each of the amplitudes as above, we obtain the
serial binary data stream as follows

0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 0 0 1 1 0 1 0 1 0 0 1.

Given a binary data stream of the form ε1, ε2, ε3, . . . there are two forms of signaling
that we shall consider:

(1) Polar Signaling.1 In this case a series of rectangular pulses will be sent, with an
amplitude of 1 corresponding to ε = 1 and a value of 0 corresponding to ε = 0.
For example the pulse train corresponding to the series 0,1,1,0,1,0,0,0,1,0,1,0,0,0
would look like

1Sometimes called unipolar signaling.
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(2) Bipolar Signaling. Here, both positive and negative pulses, positive for binary 1
and negative for binary 0. For this scheme of signaling, the above binary stream
would be signaled as
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Bandwidth of PCM signals. From the above we have seen that an analog signal of
bandwidth B Hz is sampled at (or above) the Nyquist rate of fs samples/sec, after
which it is quantized using k-bit encoding, resulting in a pulse stream with pulses
each of duration 1/kfs sec. Since each such pulse has a bandwidth of B = kfs, as
seen above, we would expect that the pulse stream would itself have a bandwidth
roughly in this range. While only a heuristic approach, this does yield the correct
result both for polar and bipolar PCM.2

Quantizing Noise and Bit Error. The process of quantizing a waveform introduces an
error inasmuch as the signal has only been approximated. In addition to quantizing
noise, there are also “bit errors” that a noisy channel can produce. These contribute
to the recovered analog signal’s average signal power to average noise power, yielding

2The intellectually honest approach relies on the so-called Wiener-Khintchine Theorem, see, e.g., Leon W. Couch
II, Digital and Analog Communication Systems, Prentice Hall, Upper Saddle River, 1997, Chapter 6.
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(
S

N

)
avg. out

=
M2

1 + 4(M2 − 1)Pe
,

where M = 2k is the number of quantizing levels (in the above example, we had
M = 8) and where Pe is the probability of bit errors. These latter errors will be
investigated more fully later. If we ignore the bit errors, we get(

S

N

)
avg. out

≈M2.

Thus we see that the introduction of each extra quantizing bit brings about a 20 log10 2 ≈
6 dB gain in the signal-to-noise.3 This is sometimes referred to as the “6 dB rule.”

Example. [The Compact Disk] Note that for a dynamic range of 90 dB, then
taking the bit-error-free approximation of

(
S
N

)
avg. out ≈ M2, we see that we need

15-bit PCM words.4 In addition, if the analog signal has a bandwidth of 20 kHz, then
sampling at the Nyquist rate will result in 40,000 samples/second; with 15-bit PCM
words being used, the resulting signaling rate would be 15×40×103 = 600 kbits/sec,
i.e, the bandwidth of the PCM signal would be 600 kHz. However, in practice,
the analog signal is oversampled at slightly above the Nyquist rate at 44.1 kHz (to
reduce intersymbol interference (ISI)) and 16-bit PCM is used on each stereo channel,
bringing the dynamic range to over 96 dB, and with a bandwidth of around 1.5 MHz.

1.3 Bit errors for matched-filter reception of baseband PCM

In receiving the PCM signal, it will inevitably happens that due to noise or poor
receiver design a binary “1” will incorrectly be received as a binary “0” or vice versa.
In order to jettison issues of improper receiver design, we assume that the receiver is
optimal in the sense that the probability of bit error is minimized; thus all bit errors
will be due to noise not directly related to receiver design. It is a theorem of electrical
engineering that the “matched filter” design5 maximizes

(
S
N

)
out and hence minimizes

bit errors. This being the case, if the energy invested in sending one bit (i.e, binary
pulse) is Eb joules, and if the white noise spectral density is N0 watts/Hz, then the
relevant probabilities of bit error can be shown to be

Pe =


Q
(√

Eb
N0

)
for polar PCM,

Q
(√

2Eb
N0

)
for bipolar PCM,

3Indeed, M2k expressed in dB is 10 log10 22k = 20k log10 2.
4One has only to solve 90 = 10 log10 22k, which results in k = 90/20 log10 2 = 14.95 ≈ 15.
5Such a filter is characterized by the fact that its impulse response is matched to a (reverse copy of) the known

input signal — in this case the difference of the binary pulses.
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where the Q function is defined by

Q(z) =
1√
2π

∫ ∞
z

e−λ
2/2dλ.

We indicate the graphs of these error performances below:

10−14

10−12

10−10

10−8

10−6 -�

3 dB gain

10−4

10−2

1

-1 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14
Eb/N0 dB

Matched filter reception of unipolar and bipolar baseband
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On the basis of the above graph, we see that there is about a 3 dB difference in
the performance of the two.6 Put differently, with a constant noise density N0, an
additional 3 dB of signal strength is required for polar PCM to match the performance
of bipolar PCM. We’ll return to such comparisons when we add coding into our signals.

6Indeed, this is because 10 log10(2Eb/N0) ≈ 3 + 10 log10(Eb/N0) implies that the graph of the performance of
the polar signaling scheme is obtained from the graph of the performance of the bipolar signaling scheme by shifting
approximately 3 units to the right.
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2 The Basics of Information Theory

The mathematics of information theory is generally attributed to Claude Shannon.7

Perhaps the most important intuitive concept to keep in mind when trying to quantify
the elusive concept of “information” is that the more “surprise” an outcome conveys,
the more information it should convey. For example, when a weatherman in the
Sahara Desert predicts sunshine this certainly doesn’t convey very much information
since this is to be expected. Likewise if I tell you, upon returning from the convenience
store, that my lottery ticket did not hit the jackpot, you wouldn’t be surprised and,
consequently, my statement wouldn’t carry much information.

We think of an information source as a process that generates outcomes, call them
x1, x2, . . . , xn, (either automatically or on demand), but according to some sort of a
probability measure on the set {x1, x2, . . . , xn} of outcomes. That is to say, we shall
assume that there for each i, i = 1, 2, . . . , n, we have a probability Pr(xi) = pi that
xi happens (or is selected). A couple of simple examples here should help.

(1) We might consider the binary experiment in which there are two possible out-
comes x1, x2, each with probability 1/2. In this case we would write Pr(x1) = 1/2
and Pr(x2) = 1/2. This is exactly what happens in when the source does nothing
but flip a fair coin and announces the result each time.

(2) While the above would be considered a “fair” binary source, it’s entirely possible
that the source produces binary outcomes not with equal probabilities. For
instance, we might have two outcomes x1, x2 where the experiment consists of
rolling a fair die and where

x1 = rolling a 1 or 2

x2 = rolling a 3,4, 5 or 6.

In this case we have Pr(x1) = 1/3 and Pr(x2) = 2/3.

Note that in the second binary experiment above, if we are told that “x2 has
happened,” this conveys less surprise, and therefore less information than would the
outcome x1.

To get an idea of how to associate a measure of information with particular out-
comes, consider the following. Suppose that we have two sources, S1 and S2, each
producing outcomes independently of each other. If we receive a piece of information
from S1, and then a piece of information from S2, then it would only be fair to say
that the total amount of information gleaned would be the sum of the two measures
of information. However, the probability that S1 spits out xi followed by S2 spitting

7The seminal paper is “A Mathematical Theory of Communication,” Bell System Tech. J., vol. 27 (1948), 379–423
and 623–656, in which Shannon described how to quantify the notion of information. The majority of the remainder
of these notes derive from ideas in this paper.
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out yj would be piqj, where Pr(xi) = pi and Pr(yj) = qj. Thus, we see that whereas
the probabilities multiply the information adds. In other words, what appears to
be the case is that the information “function” f(p) will operate on the individual
probabilities in such a way that f(pq) = f(p) + f(q). This is highly suggestive of
logarithms.

If we assume that the function f is defined and differentiable on the interval (0,∞)
and satisfies f(xy) = f(x) + f(y), then it follows already that f(1) = f(1 · 1) =
f(1) + f(1) and so f(1) = 0. Next, we have for all x, y ∈ (0, 1) that (holding y
constant)

yf ′(xy) =
d

dx
[f(x) + f(y)] = f ′(x).

If we set f ′(1) = b, then we get f ′(y) = b/y. Solving this simple differential equation
yields f(y) = loga y, where b = 1/ ln a.

2.1 Information

The above is highly suggestive of the appropriateness of using logarithms to measure
information.

Definition. [Information of Source Outcomes] Assume that we have a source S
that produces mutually exclusive outcomes x1, x2, . . . , xn with probabilities p1, p2, . . .
, pn, where p1 + p2 + · · · + pn = 1 and where we assume that each pi > 0 (i.e,
each outcome has a positive probability of happening). We define the information
associated with outcome xi to be

I(xi) = − log2 pi (bits)

of information.

Example. Perhaps this is already consistent with some of our everyday experiences.
For instance if we have a fair binary source, with outcomes x1 and x2, then the
information associated with each is − log2(1/2) = log2 2 = 1 bit of information. On
the other hand, for the other binary source considered above, we have

I(x1) = − log2(1/3) = log2 3 ≈ 1.58

and
I(x2) = − log2(2/3) = log2 3− log2 2 = log2 3− 1 ≈ 0.58.

Example. [Weighing of Coins] Suppose that we have 9 coins indentical in all
respects except that one of the coins is of odd weight — either heavier or lighter,
we don’t know which. We are allowed to to use a balance scale no more than three
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times to not only identify the odd coin, but also to determine whether it’s heavier or
lighter.

Sketch of Solution. Note that from our vantage point there are 18 equally
likely possibilities: any of of the 9 coins can be the odd coin and it can be either
heavy or light. Thus, with each of these 18 possibilities equally likely, the probability
of any one of these possibilities resulting is 1/18. Put differently, the amount of
information that we need to acquire is − log2(1/18) = log2 2 · 32 = 1 + 2 log2 3 ≈ 4.16
bits of information. As a preliminary “feasibility study,” let us note that with the
balance scale having three possibilities (balance, tip left and tip right) we can, by
arranging for each of these three possibilities to be equally likely, extract as much
as − log2 1/3 = log2 3 = 1.58 bits of information from each use of the balance scale.
Thus three weighings can conceivably produce as much as 3× 1.58 = 4.74 bits, which
is more than enough.

Next we randomly separate the 9 coins into three piles of 3 coins each, call them
piles 1,2 and 3. Now place the coins of pile 1 on the left tray of the balance scale
and place the coins of pile 2 on the right tray. Note that with probability 1/3 the
odd coin is in pile 3, which means that the probability that the scale will balance is
also 1/3. Next, it’s clear that the balance scale is no more likely to tip left than to
tip right, and so each of these likelihoods is also 1/3. Thus, whatever the result of
this first weighing, we are sure to extract log2 3 = 1.58 bits of information, leaving
4.16 − 1.58 = 2.58 bits of information yet to ferret out. I’ll leave it to the reader to
work out the remaining details.

Exercise. Note that there was a bit of “fat” in the above argument inasmuch as
the amount of information theoretically available through the weighings exceeded the
amount of information needed to solve the puzzle. Thus, consider the same problem,
but this time with 12 balls instead of only 9. In this case we are faced with having to
extract − log2(1/24) = log2 24 = log3 + log2 8 = 1.58 + 3 = 4.58 bits of information.
This makes the problem ostensibly harder as while three weighings can theoretically
produce enough information (4.74 bits), our “design” must be carefully enough crafted
so as to waste precious little information. That this harder problem can still be solved
is left as an exercise.

Exercise. Note first that the above problem cannot be solved with 14 balls, if only
because we would require log2 28 = 2+log2 7 = 4.81 bits, as opposed to only 4.74 bits
available. So, what about 13 balls? It turns out that if we are allowed to “cheat” by
cloning a neutral ball (bringing the total to 14), then this can be solved. Prove this.

2.2 Entropy of a Source

The entropy of an information source is simply the cumulative uncertainly of the
source. This notion was already understood, at least at an intuitive level, by the
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physicist Ludwig Boltzmann (1844–1906), whose tombstone bears the inscription
“S = k logW”, where S is the entropy, k is what has become known as “Boltz-
mann’s constant,” and W is a measure of the possible states of nature.8 Put more
mathematically, it’s just the average amount of information available from the source.
Therefore, if the source S has possible outcomes x1, x2, . . . , xn, with respective prob-
abilities p1, p2, . . . , pn, the weighted average (or “expectation”) of the information
numbers −log2p1,−log2p2, . . . ,−log2pn, shall define the entropy:

H(S) = −
n∑
i=1

pilog2pi = −p1log2p1 − p2log2p2 − · · · − pnlog2pn (bits).

For instance the entropy of the fair binary source is 1 (= average of 1 and 1). The
entropy of the binary source with probabilities 1/3 and 2/3 is H = −(1/3)log21/3−
(2/3)log22/3 = .918. We shall denote the entropy of a binary source with probabilities
p, 1− p by H(p):

H(p) = −p log2p− (1− p)log2(1− p).
The graph of H(p) for 0 < p < 1 is given below:
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As a result, we see that a binary source has maximum entropy precisely when it is
a fair source, i.e., when p = 1/2. Of course, this can be proved using first-semester
calculus. In fact, a more general fact is true:

Theorem. Let the source S have outcomes x1, x2, . . . , xn with probabilities p1, p2, . . . , pn.
Then H(S) ≤ log2n, with equality precisely when all probabilities are the same:
pi = 1/n, i = 1, 2, . . . , n.

The above result gives us an intuitive handle on what “entropy” is trying to get
at. If all outcomes of a source are equally likely, this is tantamount to saying that
the uncertainty in the source is at its maximum. Viewed thusly, we see that entropy
is a measure of the amount of uncertainly in a given source.

8Boltzmann was openly scorned for his ideas which is said to have led to his committing suicide in 1906. Perhaps
ironically, a year earlier, in 1905, Einstein completed his doctoral dissertation on thermodynamics and two papers on
Brownian motion that lent vindication of Boltzmann’s views.
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Example. [English-Language Text] We can consider the 27 characters (26 letters
+ space) of English-language text as an information source. From the above theo-
rem we see that the entropy of this source is at most log227 ≈ 4.75 bits/letter of
information. However, one surely doesn’t see as many Q s in English-language text
as T s, and so it’s certainly not the case that all probabilities are the same. In fact,
the statistics of the English language are more along the following lines:9

letter probability letter probability
space 0.1859 F 0.0208

E 0.1031 M 0.0198
T 0.0796 W 0.0175
A 0.0642 Y 0.0164
O 0.0632 P 0.0152
I 0.0575 G 0.0152
N 0.0574 B 0.0127
S 0.0514 V 0.0083
R 0.0484 K 0.0049
H 0.0467 X 0.0013
L 0.0321 Q 0.0008
D 0.0317 J 0.0008
U 0.0228 Z 0.0005
C 0.0218

Using the above statistics, we find that the entropy of the English language can be
no more than about 4.08. However, because of the interdependence of the letters of
the alphabet (“u” must always follow “q” for instance), there is actually quite a bit
less than 4 bits of information in the letters of English text.

We can take this example a bit further. It’s been said that skilled cryptologists
can generally decrypt message codes of 40 letters or longer; we can use this to get an
upper bound on the entropy of English-language text.10 Thus, we let E denote the
source under consideration, viz., the letters (+ space) of the English language. Let S
denote the source that randomly, and with equal probability, spits out substitution
codes for the 26 letters. Thus, since there are 26! permutations of the letters A–Z,
we conclude that the entropy of S is given by H(S) = log226!. In the output of the
40-character randomly-generated stream there is log227 bits of information, which is
enough to determine both the substitution code and the original message. Denoting
by H the entropy of English-language text, we may view this experiment as follows:

9Steven Roman, Coding and Information Theory, Springer-Verlag, New York, page 17.
10This example is taken from Gordon Raisbeck, Information Theory: An Introducation for Scientists and Engineers,

M.I.T. Press, Cambridge, Mass, 1965, pp. 18–20.
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randomly
generate a
40-character
message:
information = 40H

+

randomly
generate a
substitution code:
information = log226!

→

output a
40-character
stream of encrypted
characters:
information = 40log227

Therefore, we have 40log227 ≥ 40H + log226!, and so

40H ≤ 40log227− log226!

H ≤ log227− (1/40)log226! ≈ 2.5bits/letter.

Therefore, the entropy of the English language is bounded above by 2.5. In fact,
Shannon has shown11 that the entropy of the English language is closer to about 1
bit per letter.

Example. [Card Shuffling] In this example we consider a standard deck of 52 cards,
and define a perfect shuffle to be one that generates any one of the 52! permutations of
the card deck with equal probability. Therefore, the amount of information associated
with a perfect shuffle is log2 52! ≈ 225.7 bits. Next we define a riffle shuffle to be a
standard shuffle of the deck obtained by splitting the deck into a “right pile” and a
“left pile” (not necessarily of equal sizes) and then interleaving these piles together.
Note that a riffle shuffle can be associated with a sequence of length 52 consisting of
Rs and Ls. Thus the sequence (R,L, L, . . . , L,R, R, L) consisting of 30 Rs and 22
Ls is the riffle shuffle where the right pile consists of 30 cards, the left pile consists
of 22 cards and the card are interleaved according to the rule (reading from right to
left and dropping from the bottom of the respective pile):

left card, right card, right card, left card, . . . , left card, left card, right card

We now estimate the minimum number of riffle shuffles needed to approximate
a perfect shuffle. Put more intuitively, we wish to determine how many times we
need to shuffle a deck of cards in order to have the cards truly randomly mixed.
Note that since there are 252 distinct sequences of Rs and Ls, then a riffle shuffle
has associated with it at most log2 252 = 52 bits of information.12 Therefore, since
4× 52 = 208 < 225.7, we conclude that at least five shuffles are needed to produce a
fairly-mixed deck of cards.13

One more example is in order.

Example. [A Picture Is Worth More Than a Thousand Words] If we consider
a computer monitor capable of displaying a 640× 480 grid of pixels, with each pixel

11C. E. Shannon, “Prediction and Entropy of Printed English,” Bell System Tech. J., 30, (January, 1951), 50-64.
12In fact this amount of information is strictly less since distict sequences of Rs and Ls don’t necessarily deter-

mine distinct permutations of the deck of cards. Indeed, note that (R,R, L, L, . . . , L, L) (two Rs and 50 Ls) and
(R,L,L, . . . , L, L) (one R and 51 Ls) determine the same shuffle.

13In fact, the correct answer is closer to seven riffle shuffles.
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being one of 16 possible colors, then under the assumption of total randomness (not
totally reasonable, but will do for the sake of argument), then each pixel will convey
log216 = 4 bits of information. Thus, the entropy of this “system” is estimated to be

640×480 ( pixels/random picture )×4 ( bits/pixel ) = 1, 228, 800 ( bits/random picture ).

On the other hand, even if we say that the entropy of the English language is 5
bits/letter, then a thousand words, each containing on average 6 letters, would contain
only 30,000 bits of information.
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3 The Source Encoding Theorems

The bulk of this section is not crucial to the main intent of these, notes, namely to
discuss Shannon’s discovery that binary data can be encoded to rectify the nega-
tive effects of bit errors in a noisy channel. However, given that the larger intent of
the present seminar is to pay tribute to one of the greatest 20-century mathemati-
cian/engineers, the material in this section is quite relevant.

Here’s the basic set-up. We shall think of the elements {x1, x2, . . . , xn} of a source
S as being emitted at a rate of R symbols/sec. Thus, if the entropy of this source
is H, we would think of information as pouring out of this source at a rate of RH
bits/sec. The question is this:

Can we encode the symbols in terms of binary strings in such a way that the binary
signaling rate is (as close as possible to) RH bits/sec?

Note that while Morse code is not exactly a binary signaling scheme, it still serves
to illustrate very nicely the above property. Indeed, the trick to efficient source
encoding is to produce variable-length codes, which are somehow reflective of the fact
that different probabilities are associated with different source symbols. Indeed, from
the above table of frequencies of occurrences we see the letter “A” occurring quite
a bit more frequently than does “B” (6.4% versus 1.3%). Thus it stands to reason
that we should be able to use a shorter codeword to represent “A” and a longer
codeword to represent “B.” This was already realized by Samuel Morse — the above
distribution of frequencies was figured into his development of “Morse code.”

Let’s continue with the above example and assume that an English-language source
is generating letters (including space) at a rate of one letter/sec. We use the simple-
minded calculation of the entropy of this source as 4.08 bits/letter. Thus, information
is being generated at a rate of 4.08 bits/sec. First of all, note that we cannot encode all
27 symbols by 4-bit binary sequences, since there are only 24 = 16 such sequences. If
we encode by 5-bit binary sequences and continue to send one letter per second, then
we are sending 5 binary digits every second. In other words, with this scheme we are
required to signal at a rate considerably faster than the information rate. Equivalently,
if we send binary digits at the signaling rate of 4.08 such digits per second, then we
are really only sending 4.08× (4.08/5) = 3.33 bits of information every second. The
compromise, then, would be to use the strategy already appreciated by Morse, namely
to use a variable-length encoding scheme so that the binary signaling rate becomes
as close as possible as the information signaling rate.

3.1 Binary Codes

Throughout, we shall, for the sake of specificity, stick to binary codes. Thus, a
binary code is simply a set C consisting of a bunch of strings ε1ε2 · · · εk, where each
εi ∈ {0, 1}. Such strings are called codewords. We don’t necessarily assume that k is
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constant throughout, i.e., the codewords are allowed to have variable lengths. If all
codewords have the same length, we call the code C a block code.

Definition. [Encoding Scheme] If S is a source with outcomes x1, x2, . . . , xn, an
encoding scheme for S is a 1− 1 function f : S → C, where C is the code. We shall
often denote such an encoding scheme by the triple (S, f, C).

Definition. [Average Codeword Length] If (S, f, C) is an encoding scheme for
the source S we define the average codeword length of this scheme to be

AL(S, f, C) =
n∑
i=1

Pr(xi)len(f(xi))

where len(f(xi)) is the length of the codeword representing xi.

Example. Suppose we have the scheme S = {A,B,C,D} with probabilities Pr(A) =
Pr(B) = 2/17,Pr(C) = 9/17, and Pr(D) = 4/17. Suppose that we have the two
different encoding schemes (S, f1, C1), and (S, f2C2), where

f1(A) = 11 f2(A) = 01010
f1(B) = 0 f2(B) = 00
f1(C) = 100 f2(C) = 10
f1(D) = 10 f2(D) = 11

Then

AL(S, f1, C1) =
2

17
· 2 +

2

17
· 1 +

9

17
· 3 +

4

17
· 2 =

41

17
= 2.41.

Similarly, one computes AL(S, f2, C2) = 40
17

= 2.35.

Definition. [Efficiency of a Code] If the source has entropy H(S), the efficiency
of an encoding scheme for S is the ratio Eff((S, f, C)) = H(S)/AL(S, f, C), either
measured in bits per binary digit or as a percentage. Therefore, if we use the 5-bit
binary encoding of the letters of the English language, we get an encoding scheme
with efficiency 4.08/5 = 82%. For the example considered above, we have a source
with entropy H = 1.70; the two codes given have efficiencies

Eff(S, f1, C1) = 1.70/2.41 = 71% and Eff(S, f2, C2) = 1.70/2.35 = 72%.
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Uniquely decipherable and instantaneous codes. First of all, suppose that we have
the following encoding scheme on the source S = {A,B,C}. Let C = {0, 01, 001}
and suppose that f(A) = 0, f(B) = 01 and that f(C) = 001. If, at the receiving
end, we were to get the string 001, would this correspond to the string AB, or to
C? This ambiguity is caused by the fact that the encoding scheme is not “uniquely
decipherable.”

Definition. A coding scheme (S, f, C) is called uniquely decipherable if whenever
c1, c2, . . . , ck, c

′
1, c
′
2, . . . , c

′
j ∈ C, and if

c1c2 · · · ck = c′1c
′
2 · · · c′j,

then k = j and ci = di, i = 1, 2, . . . , k.

Now consider the code14 given diagramatically by

A 7→ 0
B 7→ 01
C 7→ 011
D 7→ 0111,

Which is easily seen to be uniquely decipherable. However, if one were to send a 0,
representing the source outcome A, then one would have to wait to see what the next
binary digit was before concluding that, in fact, A was the intended outcome. On the
other hand, the following encoding scheme doesn’t suffer from this deficiency:

A 7→ 0
B 7→ 10
C 7→ 110
D 7→ 1110

Definition. [Instantaneous Code] A encoding scheme is called instantaneous if
the codewords can be deciphered as soon as they are received.

The determination of whether or not an encoding scheme is instantaneous is simple:
it depends on whether or not it has the prefix property, which means that no codeword
is a prefix of any other codeword.

The determination of unique decipherability and existence of instantanteous codes
is given by the Kraft-McMillan Theorem.

14This code is called a comma code; the “0” is like a “comma” separating codewords.
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Kraft-McMillan Theorem.

(i) If (S, f, C) is a uniquely decipherable binary code, and if l1, l2, . . . , ln are the
lengths of the codewords, then it must happen that

K =
n∑
k=1

(
1

2

)lk
≤ 1.

(ii) If S = {x1, x2, . . . , xn} is a source and if numbers l1, l2, . . . , ln are given satisfying
the above inequality, then there exists an instantaneous encoding scheme for S.

The number K above is sometimes called the Kraft number of a code.

Below, we tabulate a few more encoding schemes, based on the source {A,B,C,D}
with entropy 1.75:

xi Pr(xi) Code I Code II Code III Code IV
A 1/2 00 0 0 0
B 1/4 01 1 01 10
C 1/8 10 10 011 110
D 1/8 11 11 0111 111
Efficiency 86% 140% 93% 100%
Kraft number 1.0 1.5 0.94 1.0

Of course, code II isn’t worth much since it’s not uniquely decipherable, by the Kraft-
McMillan theorem.15

3.2 Shannon’s Source Encoding Theorems

The first main result of this section is the following.

Shannon’s Source Encoding Theorem I. Let S be a source with entropy H.
Then there exists an instantaneous encoding scheme (S, f, C) such that

H ≤ AL(S, f, C) < H + 1.

In a way, though, the above result misses the mark. Indeed, note that for the
English-language source considered above with entropy H = 4.08 any 5-bit encoding
scheme (S, f, C) will satisfy the above, because 4.08 < 5 < 5.08. Since such a code
really ought to have considerable room for improvement, we consider the following.

15The Kraft-McMillan theorm is a bit of overkill here, as the non-unique decipherability of code II can be verified
directly.
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Intuitively, the idea is not so much to send source symbols xi1 , xi2 , . . . one at a
time, but rather in blocks of some length, say n. Thus, given a source S, we define
the n-th block extension to be the code denoted Sn, whose symbols are sequences
xi1xi2 · · ·xin of length n, and with probabilities given by

Pr(xi1xi2 · · ·xin) = Pr(xi1) Pr(xi2) · · ·Pr(xin).

We shall encode blocks of symbols, rather than encoding one symbol at a time.
This gives us a dramatic improvement:

Shannon’s Source Encoding Theorem II. Let S be a source with entropy H.
Then there exists an instantaneous encoding scheme (Sn, fn, Cn) for the n-th block
extension Snsuch that

H ≤ AL(Sn, fn, Cn)

n
< H +

1

n
.

Therefore we can encode messages from the code S with efficiency approaching
unity, but we might have to encode using large block of symbols from S (i.e, taking
large values of n); in practice this can cause unreasonable time delays in getting
encoded messages from S to its destination.
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4 The Noisy Binary Channel

At this stage we assume that we have a binary encoded source which is ready to send
out over a noisy channel. This channel has the (unfortunate) property that due to
noise, a binary “0” will be received as a binary “1” with a certain probability, say p,
and that a binary “1” will be received as a binary “0” with a certain probability q.
These two probabilities determine the crossover probabilities of the channel. There-
fore, the probability that a sent “0” gets correctly received as “0” is 1 − p and that
a “1” gets received without error is 1− q. We can depict this situation as below:

•1

•0

q

p

• 1

• 0

-

-

�
�
�
�
�
�
��@

@
@
@
@
@
@R

1− p

1− q

4.1 Conditional Probabilites and Bayes’ Theorem

The probabilities in the above diagram actually define what are called conditional
probabilities. Indeed, the probability p represents the probability that a “1” is received
conditioned on the fact that “0” was sent. We denote this by writing

Pr(1 received | 0 sent) = p.

Likewise, we have
Pr(0 received | 1 sent ) = q,

In the same fashion, we have

Pr(0 received| 0 sent ) = 1− p and Pr(1 received| 1 sent ) = 1− q.

In general, if we are measuring probabilities of outcomes A,B, . . . , then we shall
write Pr(A |B) for the probability that A occurs, given that B has occurred. For
example if we are selecting people at random one sees that

Pr(randomly selected person’s I.Q. > 140)

will be such-and-such a number, but it’s likely to be true that

Pr(randomly selected person’s I.Q. > 140 | this person is female)
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will be different. Thus if A is the outcome “person’s I.Q. is greater than 140,” and
if B is the outcome “ person is female,” then the above two probabilities are Pr(A)
and Pr(A |B), respectively.

With the above formalism in place, it is evident that for outcomes A,B,

Pr(A and B) = Pr(A |B) Pr(B) = Pr(B |A) Pr(A).

Therefore, we have what is known as Bayes’ Theorem:

Pr(B |A) =
Pr(A |B) Pr(B)

Pr(A)
,

which allows us to reverse the conditioning event.

Let’s return to the above diagram for our noisy binary channel. The probabilities
p, 1 − p, q, 1 − q represent what many would call “forward” or a priori probabilities
of the channel, and are usually given parameters. Reverse probabilities such as

Pr(0 was sent | 1 was received)

are what are called “reverse” or a posteriori probabilities. Note that the a posteriori
probability depend not only on the a priori probabilities, they also depend on the
source probabilities, i.e., on the distribution of 0s and 1s being sent.

Example. Suppose that we have the noisy binary channel with probabilities as
indicated:

•1

•0

.01

.02

• 1

• 0
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.98

.99

where we assume that binary 0s and 1s are sent with equal likelihood. Assume that
we receive a binary 1. What is the probability that a binary 1 really was sent? Using
Bayes’ Theorem, we have

Pr(1 was sent | 1 was received ) =
Pr(1 was received | 1 was sent ) Pr(1 was sent )

Pr(1 was received )
.

It is clear that

Pr(1 was received ) = Pr(1 was received | 0 was sent) Pr(0 was sent)

+ Pr(1 was received | 1 was sent) Pr(1 was sent)

= (.02)(0.5) + (.99)(0.5) = 0.505
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and so

Pr(1 was sent | 1 was received ) =
(0.99)(0.5)

(0.505)
= 0.98.

4.2 Conditional Entropy, Information Flux and Capacity of a Binary
Channel

When a binary source is put through a noisy binary channel, there results a second
source, which we shall call the output source. Indeed, in the above example we
started with an equiprobable binary source, i.e, one spitting out 0s and 1s with the
same probability (0.5). On the receiving end, there is also a stream of 0s and 1s being
outputted but with a different distribution: we are observing 0s 49.5% of the time and
1s 50.5% percent of the time. Thus, it makes sense to write Sin for the input source,
and Sout for the output source. We now define the following conditional entropies:

H(Sin | output = 0) = −Pr(0 was sent | 0 was received ) log2 Pr(0 was sent | 0 was received )

− Pr(1 was sent | 0 was received ) log2 Pr(1 was sent | 0 was received ),

and

H(Sin | output = 1) = −Pr(0 was sent | 1 was received ) log2 Pr(0 was sent | 1 was received )

− Pr(1 was sent | 1 was received ) log2 Pr(1 was sent | 1 was received ).

Finally, we define equivocation of Sin given Sout as the weighted average of the above
conditional entropies:

H(Sin| Sout) = H(Sin| output = 0) Pr( output = 0)

+ H(Sin| output = 1) Pr( output = 1),

which is a function of both the input source as well as the channel.

Notice that the entropy H(Sin | output = 0) is telling us how much uncertainty is
left in the input source after having read a 0 as output. Similarly, H(Sin | output = 1)
tells us how much uncertainly is left in the input source after having read 1 as output.
Note that if the channel is noiseless (so p = q = 0) then the above conditional
entropies are zero. That is, if a 0 were received in a noiseless channel, then a 0 was
definitely sent; there is no uncertainly.16 In the same spirit, the conditional entropy
H(Sin| Sout) tells us how much uncertainty remains in the source message after it has
been received. Another way of viewing H(Sin | Sout) is as the amount of information
in the input source that doesn’t make it through the channel.

16Strictly speaking, there is a convention that has been applied for the above formulas for conditional entropy to be
valid. Namely one resolves the indeterminate form 0 · log2 0 = 0 · (−∞) by setting 0 log2 0 = 0. That this is reasonable
follows from the fact that lim

x→0+
x log2 x = 0.
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Definition. [Information Flux] The information flux17 of information contained
in an input source Sin through a noisy channel is defined to be

I(Sin;Sout) = H(Sin)−H(Sin| Sout) (bits/binary digit).

Thus, the information flux measures how much information we glean from Sin by
virtue of observing Sout, i.e, the amount of information about Sin that gets through
the channel.

Example. We work out the above for the binary channel
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• 1
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.98

.99
with input source transmitting 0s and 1s with equal probability. From the above,
together with additional calculations where necessary, we have

Pr(0 was sent ) = 0.5

Pr(1 was sent ) = 0.5

Pr(0 was received) = 0.495

Pr(1 was received) = 0.505

Pr(0 was sent| 0 was received) = 0.99

Pr(1 was sent| 0 was received) = 0.01

Pr(0 was sent| 1 was received) = 0.02

Pr(1 was sent| 1 was received) = 0.98

from which we compute the conditional entropies:

H(Sin| 0 received) = −0.99 log2 0.99− 0.01 log2 0.01 = 0.08

H(Sin| 1 received) = −0.02 log2 0.02− 0.98 log2 0.98 = 0.14

Therefore,

H(Sin| Sout) = H(Sin| 0 received) Pr(0 received) +H(Sin| 1 received) Pr(1 received)

= (0.08)(0.495) + (0.14)(0.505) = 0.11,
17Most authors call this the mutual information of Sin and Sout. I prefer the term “flux” as it indeed measures the

amount of information in Sin that gets through the channel. Furthermore, the source Sout is determined entirely by
the channel and Sin so plays a somewhat subservient role.
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and so the information flux is given by

I(Sin;Sout) = H(Sin)−H(Sin| Sout) = 1− 0.11 = 0.89 bits/received binary digit .

Thus we lose about 0.11 bits to noise with every sent binary digit.

Note that for a fixed channel, the information flux depends upon the source entropy
as well as on the parameters p, q of the channel itself. The “capacity” of a binary
channel ought to measure its peak ability to pass information. This is exactly what
we adopt as the definition: the capacity C of the binary channel is defined by

C = max
Sin

I(Sin;Sout),

taken over all input sources Sin.

The binary channels of interest to us are the so-called binary symmetric channels
(BSC). In such a channel, the crossover probabilities have the same value: p = q. We
then have the following:

Theorem. The capacity of the binary symmetric channel with crossover probability
p is

C = 1 + p log2 p+ (1− p) log2(1− p).18

Intuitive “Proof.” The capacity of such a binary channel is the capacity of a
noiseless channel less the entropy of the noise. A noiseless binary channel has capacity
1, whereas the entropy of the noise is −p log2 p− (1− p) log2(1− p).

Formal Proof. We take a brute-force approach. For a fixed input source Sin, we
have

H(Sin| Sout) =
1∑
i=0

Pr( i received )H(Sin| i received )

= −
1∑
i=0

1∑
j=0

Pr( j sent | i received ) log2 Pr( j sent | i received )

= −
1∑
i=0

1∑
j=0

Pr( i received | j sent ) Pr( j sent ) log2 Pr( j sent | i received ).

18The capacity of the non-symmetric binary channel with crossover probabilities p and q is quite a bit more
complicated and is given by

C = log2{1 + 2(H(p)−H(q))/(q−p+1)}+
−qH(p) + (1− p)H(q)

q − p+ 1
,

where, as usual, H(x) = −x log2 x− (1− x) log2(1− x).
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Next, we have

H(Sin) = −
1∑
j=0

Pr( j sent ) log2 Pr( j sent )

= −
1∑
j=0

1∑
i=0

Pr( i received | j sent ) Pr( j sent ) log2 Pr( j sent ).

Therefore,

I(Sin;Sout) = H(Sin)−H(Sin| Sout)

= −
1∑
i=0

1∑
j=0

Pr( i received | j sent ) Pr( j sent ) log2 Pr( j sent | i received )

+
1∑
j=0

1∑
i=0

Pr( i received | j sent ) Pr( j sent ) log2 Pr( j sent )

=
1∑
i=0

1∑
j=0

Pr( i received | j sent ) Pr( j sent ) log2

Pr( j sent )| i received )

Pr( j sent )

=
1∑
i=0

1∑
j=0

Pr( i received | j sent ) Pr( j sent ) log2

Pr( i received | j sent )

Pr( i received )

=
1∑
i=0

1∑
j=0

Pr( i received | j sent ) Pr( j sent ) log2

Pr( i received | j sent )
1∑

k=0

Pr( i received | k sent) Pr( k sent)

.

Assume that the source input Sin has Pr( 0 is sent) = P, Pr( 1 is sent) = 1 − P .
Plugging this into the above yields

I(Sin;Sout) = P (1− p) log2

1− p
P (1− p) + (1− P )p

+ Pp log2

p

Pp+ (1− P )(1− p)

+ (1− P )p log2

p

P (1− p) + (1− P )p
+ (1− P )(1− p) log2

1− p
Pp+ (1− P )(1− p)

= −(Pp+ (1− P )(1− p)) log2(pP + (1− P )(1− p))
− (P (1− p) + (1− P )p log2(P (1− p) + (1− P )p

+ p log2 p+ (1− p) log2(1− p).

If we write H(z) = −z log2 z − (1 − z) log2(1 − z), then this function is negative for
z < 0 or z > 1. When 0 ≤ z ≤ 1, then H(z) is simply the entropy H(z) of the
binary source with probability z, which attains a maximum value at z = 1/2. From
the above, we have that

I(Sin;Sout) = H(Pp+ (1− P )(1− p))−H(p);
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we are to maximize this over the range 0 ≤ P ≤ 1. Since H(p) doesn’t depend on P ,
we are reduced to maximizing H(Pp+ (1− P )(1− p)). The maximum occurs when

Pp+ (1− P )(1− p) = 1/2,

which implies that P = 1/2. In turn, when P = 1/2, we have H(Pp+(1−P )(1−p)) =
H(1/2) = 1. This completes the proof.
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5 Shannon’s Channel Coding Theorem

In order to mitigate the adverse effects of noise on binary information, it is natural
to try to include a bit of redundancy in the code. The simplest approach would be
to subscribe to the Bellman’s remark in Lewis Carroll’s Hunting of the Snark19 and
assert that ‘What I say three times is true’. This method will indeed enhance our
accuracy, but at the same time will slow down the transmission rate to intolerable
levels. Shannon’s contribution to the present theme is that arbitrarily low levels of
error need not condemn us to sluggish transmission rates.

We can make Shannon’s contribution clearer in the context of the following ex-
ample. From the last section, we have seen that the binary symmetric channel with
crossover probability p

•1

•0

p

p

• 1

• 0

-

-

�
�
�
�
�
�
��@

@
@
@
@
@
@R

1− p

1− p

has capacity C = 1 +H(p), where H(p) = −p log2 p− (1− p) log2(1− p) bits/binary
digit. For example if p = 10−6, then the channel capacity is .99998 bits/binary digit.
As we have tried to emphasize, the discrepancy from unity is the information lost to
noise in the channel. Suppose that we are in a situation where errors with likelihood
10−6 are intolerable? What we’ll see below is that Shannon’s channel coding theorem
tells us that we can provide some redundancy in the sent messages to reduce the
errors, with efficiency approaching the channel capacity (99.9998% in the present
case).

5.1 Repetition and Hamming Codes

Let’s start by considering the triple repitation code from the point of view of both
efficiency and error-correcting capability. Thus, rather than sending a single binary
pulse, we shall send the same binary pulse three times in succession. Of course, the
noise is apt to change sent 1s to 0s and vice-versa. However, if we send a binary digit
ε three times in succession, say ε, ε, ε across a binary channel, then on the receiving
end, one receives a sequence ε1, ε2, ε3. The “decoding” rule for this triple is quite

19This comes from Fit the First (The Landing), where the Bellman exclaims,
“Just the place for a Snark! I have said it twice:

That alone should encourage the crew.
Just the place for a Snark! I have said it thrice:

What I tell you three times is true.”
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simple: we decode ε1, ε2, ε3 as a “0” if two or three of the code bits are “0,” and
decode as a “1” if two or three of the code bits are “1.” We diagram as below:

message
bit ε

→ codeword
ε, ε, ε

→ noisy
channel

→ received word
ε1, ε2, ε3

→ decode as
ε = as 0 or 1

Thus, the above represents a message bit ε being sent, received, and decoded as ε.
If the binary symmetric channel has crossover probability p, then without any

coding, the message bit ε will be incorrectly decoded with probability p. However,
with the redundancy built into this repetition code, we see that an error will occur
precisely when two of the three codebits ε1, ε2, ε3 differ from ε. Equivalently, the
probability that the message bit will be correctly received is when 0 or 1 of the
codewords ε1, ε2, ε3 are in error. Note that

Pr(at most one of the ε1, ε2, ε3 differ from ε) = (1− p)3 + 3(1− p)2p,

since the (1−p)3 term represents the probability that all three code bits are correctly
received and the 3(1 − p)2p represents the probability that exactly one of the code
bits gets corrupted. Therefore, it follows that

Pr( message error ) = 1 − (1− p)3 − 3(1− p)2p

= 3p2 − 2p3

Furthermore, each message consisting of three message bits comprises one source bit.
If the crossover probability is p = 10−6, then the probability of message error is
3×10−12 = 2×10−18; since each message conveys conveys one source bit, we see that
this is also the probability of source bit error (or bit error rate (BER)).

Before getting carried away by our own euphoria, we need to recall that with
the repetition code, it now takes three times longer to send the same amount of
information. At first blush, this may seem a small price to pay for orders of magnitude
of improvement in the probability of bit error. However, it may be the fact that speed
of transmission is of paramount importance. Issues of cost of access can quickly
undermine our newly-found error reduction. On the other hand we might try to
overcome the problem of time spent to send our messages by the simple expedient of
sending the information at three times the original rate. If we’re thinking in terms of,
say, polar or bipolar PCM, then we need to recall that with pulses of time duration
only one-third of that for the original pulses, we increase the bandwith of our PCM
signal by a factor of three. In the real world, this simply might not be available to us.
In summary, any form of redundancy in which each message bit is worth less than a
source bit is overcome only at the expense of time or bandwidth.

Perhaps the most graphic representation of the failure of the repetition code to
provide any real gain is as follows. Let’s assume that the mode of transmission of
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our binary data is via bipolar PCM. If the energy used to send each bit is Eb and
the noise density is N0, then on page 8 we saw that the probability of bit error is
Q(
√

2Eb/N0). If we compare this to the performance of the repetition code, we must
realize that in for every source bit, the repetition code sends three pulses, thus the
energy per pulse is 1

3
Eb. In turn, when signaling with bipolar PCM at this energy

level, the probability of error is then given by p = Q(
√

2Eb/3N0). This is the correct
value of p to use, and so for the repetition code the probability of source bit error is
3p2 − 2p3. The respective performances are graphed below — viewed in this way, we
see that except at very low powers, the repetition code doesn’t even perform as well
as the uncoded bipolar PCM. For example, the graph below shows that at level of
10−6 BER, the repetition code realizes roughly a 1.5 dB loss as compared with the
unencoded bipolar PCM.

Performance of Triple Repetition Code vs. Unencoded Bipolar PCM (· · · )
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Block and Hamming Codes. We begin with a definition.

Definition. [(n, k)-Block Codes] An (n, k)-block code (with single message bit er-
ror correction) consists of a coding scheme whereby k source bits get encoded as nmes-
sage bits.20 If we write the message codewords as ordered sequences (ε1, ε2, . . . , εn),
then the Hamming distance between two codewords is simple the number of positions
where the codewords differ. Thus the Hamming distance between the codewords
(1, 1, 0, 1, 0, 1, 1, 0) and (1, 1, 0, 0, 1, 1, 1, 0) is 2. Note that if we assume that the Ham-
ming distance between any two codewords is at least three, then a codeword that
carries at most one error can be corrected, as it would be nearest to a unique code-
word. Note that the above is valid for the three-fold repetition code — indeed, this
is an example of an (3, 1)-block code.

20Mathematically, this simply represents a mapping of a k-dimensional vector space V over the binary field F2 into
an n-dimensional vector space W over F2. If the code is to be linear, then this mapping should also be linear.
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We shall flesh out the above in the following example.

Example. [The (7, 4)-Hamming Code] We consider the possibility of encoding
the totality of 24 = 16 different source codes as strings (ε1, ε2, . . . , ε7) of message
codes capable of single-error correction. Such a code can be constructed as follows.
Start with the binary matrix

G =


1 0 0 0 0 1 1
0 1 0 0 1 0 1
0 0 1 0 1 1 0
0 0 0 1 1 1 1

 .
The matrix G defines, through matrix multiplication, the encoding scheme of 4-bit
message words into 7-bit codewords. For example, the 4-bit message word 1 1 0 1
will be encoded as follows:

[
1 1 0 1

] 
1 0 0 0 0 1 1
0 1 0 0 1 0 1
0 0 1 0 1 1 0
0 0 0 1 1 1 1

 =
[

1 1 0 1 0 0 1
]
.

Note that the above code is systematic in the sense that decoding simply requires
reading off the first four codeword bits. Next, notice that if we set

H =



0 0 1
0 1 0
0 1 1
1 0 0
1 0 1
1 1 0
1 1 1


,

then a couple of interesting things happen:

(1) One has that GH = 04×3, the 4-by-3 matrix with all 0s in it. This implies that
all valid (i.e, errorless) codewords c will satisfy cH =

[
0 0 0

]
, since c = sG

for some 4-bit source codeword s.

(2) Now assume that the received codeword x =
[
ε1 ε2 · · · ε7

]
has exactly one

error, say is wrong in position 3. Thus, we can write x as a vector sum:

x = c + e,

where c is an errorless codeword and where the “error vector” e is

e =
[

0 0 1 0 0 0 0
]
.

Thus, we find that
xH = eH =

[
0 1 1

]
.
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The important fact is that the binary 011 is exactly the binary representation
of the number 3, which gives the position of the single error. In fact, this is
generally true: if the received codeword x has a single error in it, say in position
j, then one has that

xH =
[
b1 b2 b3

]
,

where b1b2b3 is the binary representation of the error position j.

From the above discussion, the error-correcting and decoding processes are clear.
This is outlined below:

encode message
word s as

codeword c=sG
→

send codeword
c across noisy

channel
→

receive
codeword x=c+e

where e is the error
caused by noise

→

compute xH,
obtaining error

vector e=xH
→

obtain the
error position j

from e
→

decode as s’ where
s’ is obtained by taking
the first four positions of
x, modified in position j

Note that if j > 4, then there is no modification, as the error occurred in one of the
“parity bits” rather than in a message bit.

Remark. Note that it is quite possible that 2 code bit errors can actually lead to 3
source bit errors. For example, the following might happen upon sending the source
word [0, 0, 0, 0]:

[0, 0, 0, 0]
encode as−→ [0, 0, 0, 0, 0, 0, 0]

receive as−→ [1, 1, 0, 0, 0, 0, 0]

correct as−→ [1, 1, 1, 0, 0, 0, 0]
decode as−→ [1, 1, 1, 0].

In other words, the channel only caused two code bit errors, but in the decoding three
source bit errors resulted. It turns out that for the (7, 4)-Hamming code, the (second-
order) approximation for the BER is Pbe = 9p2.21 Below we graph the performance
of the (7, 4)-Hamming code using the BER estimate of 9p2 against the the unencoded
PCM.

21The exact BER for all of the Hamming codes can be found in J. H. van Lint. Coding Theory, Lectures Notes in
Mathematics, vol. 201, Springer-Verlag, New York, 1973, pp. 25–26.
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Performance of (7, 4)-Hamming Code vs. Unencoded PCM (· · · )
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In general there are (2k − 1, 2k − 1 − k)-Hamming codes for each value of k ≥ 3,
and are single-error correcting codes. The performances are similar to the above,
but improve slightly with increasing values of k. Even so, the Hamming codes do
not provide especially good coding gains, especially over channels (such as radiated
media) where signal-to-noise is apt to be rather low. As a result, Hamming codes
find their principal application in computer digital transfer of information.

5.2 Shannon’s Channel Capacity Theorem

We return to the general binary symmetric channel (BSC) with crossover probability
p. From the theorem on page 29 we have seen that the capacity of this channel is
1−H(p), where

H(p) = −p log2 p− (1− p) log2(1− p) bits/received message bit.

This is a number less than 1 as long as 0 < p < 1; if p is very close to 0, then the
capacity of our BSC is slightly less than unity. Again, the interpretation is that we
lose information to the noise in the channel. In the previous subsection we looked at
(n, k)-block codes as an attempt to improve the veracity of the incoming information.
However, while these codes can provide orders of magnitude of improvement in the
probability of making an error in decoding the n-bit codeword, the efficiency of such
a code, viz., the ratio k/n can neutralize this benefit (or as in the triple-repetition
code) even make matters worse when comparing coding gain (or loss) as compared
with the unencoded digital signal.

The inescapable fact is that there’s nothing that can be done about the noise in the
channel — not even Shannon’s theorem below will negate the effects of noise. Rather,
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Shannon’s theorem tells us that if we don’t get too greedy, then we can control the
BER to any degree of accuracy. Remember, in order to cut down on the BER, we
need to build redundancy into our coding. The information rate of our code shall
be defined as the average number of source bits transmitted per code bit. Thus the
information rate of the triple repetition code is 1/3. The information rate for an
(n, k)-block code is k/n.

Shannon’s Channel Coding Theorem. Let the BSC have capacity C < 1. then for any
number R < C and any number ε > 0, there exists a coding (and decoding) scheme
of rate at least R and having BER less than ε.

It is important to realize that the above theorem is not constructive, that neither
the statement of the theorem or its proof gives any hint as to how such a code can be
constructed. Furthermore, there is a converse to Shannon’s Channel Coding Theorem
that says essentially that if we try to signal with an information rate greater than the
channel capacity, then we cannot control the source bit errors. In fact, any sequence
of coding/decoding schemes with information rates approaching 1 will also have BERs
approching 1; this actually happens, for example, with the (2k−1, 2k−1−k)-Hamming
codes.
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6 The Shannon-Hartley Law

The Shannon-Hartley law deals with the capacity of a continuous (analog) channel
with bandwidth B. We assume that signals of average power P are sent through this
channel and that the noise in the channel is N .

Shannon-Hartley Law. If the analog channel has capacity C and bandwidth B,
then

C = B log2

(
1 +

P

N

)
.

We shall give first a geometrical plausibility argument, followed more a more rigorous
development.

6.1 The Geometrical Plausibility Argument

We shall assume that signals of time duration T seconds are to be sent through our
analog channel. If we appeal to the Sampling Theorem on page 5, then each such
signal can be represented by 2BT amplitudes, i.e, the signal is to be viewed as a
vector in 2BT -dimensional space, described as a 2BT -tuple:

signal↔ s = (x1, x2, . . . , x2BT ),

where x1, x2, . . . , x2BT are the amplitudes obtained by sampling the signal every 1/2B
seconds. If E denotes the total energy in the signal, then apart from a constant factor
of 1/R (where R is the resistance of the load), we can compute E from the amplitudes:

E =
1

2B

2BT∑
j=0

x2
j ,

which says that the average signal power is given by

P =
1

2BT

2BT∑
j=0

x2
j .

Put differently, the length of the vector s representing the signal is proportional to
the square root of its average power:

‖s‖ =
√∑

x2
j =
√

2BTP.

Viewed thusly, we see that our signals of average power P lie on the surface of the
hypersphere of radius

√
2BTP in 2BT -dimensional space. We represent this as follows:
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signal vector s

of average power P
Hypersphere of
radius

√
2BTP

Next, owing tho the noise N in the channel, the received vector r which represents
s can only be expected to be found within a small hypersphere of radius

√
2BTN ,

centered at the original signal vector s:

�
�
�
�
��

√
2BTP

noise hypersphere of radius
√

2BTN

centered at s��
��
��*

If we choose from a total of M signal vectors in such a way that none of the M noise
hyperspheres overlap, then these hyperspheres all lie totally within a hypersphere of
radius

√
2BT (P +N):

�
�
�
�
���√

2BT (P +N)

��
����
����
��

��
��
��
��

and therefore

M × volume of each noise sphere ≤ volume of sphere of radius
√

2BT (P +N).
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These volumes can be shown to be a common constant multiple22 of (2BTP )BT and
(2BT (P +N))BT , respectively, and so

M ≤
(
P +N

N

)BT
=

(
1 +

P

N

)BT
.

If we assume, for convenience, that the M signals have equal likelihood of being
sent, then the entropy of this system is log2 M bits, and so the entropy rate (i.e.,
capacity) is 1

T
log2 M bits/sec. This says that

1

T
log2 M ≤

1

T
log2

(
1 +

P

N

)BT
= B log2

(
1 +

P

N

)
,

which gives an upper bound on the channel capacity.

For the reverse inequality, we randomly select M signal vectors to be used as code
vectors. In this case, however, some of the the noise hyperspheres might intersect:

�
�
�
�
��

√
2BTP

��
��t��
��ts1

s2

Two randomly chosen
signal vectors

When we decode the received signal r there might be an ambiguity as r might be
in the intersection of two or more noise hyperspheres. However, if Eavg denotes the
average probability of error

Eavg =
1

M

∑
s

Pr( decoding error is made | s is sent ),

then it can be shown that

1

T
log2 M ≥ B log2

(
1 +

P

N

)
+

1

T
log2 Eavg.

22This constant turns out to be
2π

n
2

Γ(n
2

)
rn−1

for a sphere of radius r in Rn. Here Γ is the usual Gamma function: Γ(z + 1) = zΓ(z), Γ(m + 1) = m! for integers
m > 0, and Γ(1/2) =

√
π.
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Note that as 0 ≤ Eavg ≤ 1, we have that 1
T
Eavg ≤ 0. By taking T large enough,

1
T

log2 Eavg can be made arbitrarily small, so that (in the limit) the channel capacity
realizes the reverse inequality

C ≥ B log2

(
1 +

P

N

)
.

6.2 A More Formal Argument

Here, we consider a source that emits time-varying signals chosen from a possibly
infinite collection of possible signals. Such a set of signals is often called an ensemble.
For example, we might think of our source as playing the role of a “random disk
jockey,” selecting at random and then playing a musical selection. Such a process is
called a random process or a stochastic process, and the indivial signals that occur
as outcomes of this process are the random signals.23 Therefore, our random process
is just like an ordinary random variable, except that the range consists of “signals,”
i.e, functions x(t), where we shall regard t as a time variable. More formally, we may
think of a random process as a function

X : S × I −→ R,

where S is the sample space of the experiment in question, and I is a time interval.
For fixed t, the function X(t) = X(·, t) : S → R is an ordinary random variable.

If we think of the range of X(t) as corresponding to voltages of the random signal
at time t, then the distribution function, pX(t), measures the probability of sampling
a voltage between the values v and v + ∆v, namely

Pr(v ≤ X(t) ≤ v + ∆v) =

∫ v+∆v

v

pX(t)(α)dα.

6

-�
v v + ∆v

Probability distribution curve

y = pX(t)(v)

y

�
���

Therefore, the probability of sampling a value between v and v + ∆v is given by the
area of the vertical strip indicated above.

23Two really nice references for random signals are Dwight F. Mix, Random Signal Processing, Prentice-Hall, New
Jersey, 1995, and Robert N. McDonough and Anthony D. Whalen, Detection of Signals in Noise, Second Edition,
Academic Press, San Diego, 1995.
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In what follows, we shall assume that the distribution pX(t) is independent of t,
and simplify the notation by writing pX in place of pX(t). Thus, we can define the
entropy of the random signal X by setting

H(X) = −
∫ ∞
−∞

pX(v) log2 pX(v)dv.

Next, suppose that what is sent does not necessarily match what is received, say
because of the existence of noise in the channel. If X is the random signal representing
the source and Y is the random signal corresponding to what is received, we have a
distribution function pY for Y , the corresponding entropy H(Y ), and the conditional
entropy H(X|Y ), defined by

H(X|Y ) = −
∫ ∞
−∞

H(X|Y = y)pY (y)dy,

where H(X|Y = y) is just the entropy of the conditional random variable (X|Y = y).
We now define the information flux as in the discrete case, via

I(X;Y ) = H(X)−H(X|Y ).

Proposition. For the random signals X, Y , we have I(X;Y ) = I(Y ;X).

Proof. We have I(X;Y ) = H(X)−H(X|Y )

= H(X)−
∫ ∞
−∞

H(X|Y = y)pY (y)dy

= H(X) +

∫ ∞
−∞

∫ ∞
∞

pX(x|y) log2 pX(x|y)pY (y)dxdy

= H(X) +

∫ ∞
−∞

∫ ∞
−∞

pY (y|x)pX(x) log2 pX(x|y)dxdy

= H(X) +

∫ ∞
−∞

∫ ∞
−∞

pY (y|x)pX(x) log2

pX(y|x)pX(x)

pY (y)
dxdy

= H(X) +

∫ ∞
−∞

∫ ∞
−∞

pY (y|x)pX(x)[log2 pY (y|x) + log2 pX(x)− log2 pY (y)]dxdy

= H(X)−H(Y |X) +

∫ ∞
−∞

∫ ∞
−∞

pY (y|x)pX(x) log2 pX(x)dxdy

−
∫ ∞
−∞

∫ ∞
−∞

pY (y|x)pX(x) log2 pY (y)dxdy
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= H(X)−H(X|Y ) +

∫ ∞
−∞

pX(x) log2 pX(x)

(∫ ∞
−∞

pY (y|x)dy

)
dx

−
∫ ∞
−∞

log2 pY (y)

(∫ ∞
−∞

pY (y|x)pX(x)dx

)
dy

= H(X)−H(Y |X)−H(X) +H(Y )

= H(Y )−H(Y |X) = I(Y ;X),

where we have used the facts that∫ ∞
−∞

pY (y|x)dy = 1, and

∫ ∞
−∞

pY (y|x)pX(x)dx = pY (y).

This proves the proposition.

At this point we require the following definition.

Definition. Let X be a stochastic process. We let x(t), t ∈ I, be a particular
sample of X(t) and set

〈x(t)〉 =
1

T

∫
I

x(t)dt,

E(X(t)) =

∫ ∞
−∞

αpX(t)(α)dα.

The random signal X is said to be ergodic if for any function f , we have that
〈f(x(t))〉 = E(f(X(t))). In general, ergodicity is difficult to verify but is an assump-
tion often made regarding random signals. Of particular importance is the fact that if
the random signal X is ergodic, then not only are its mean m = E(X(t)) and variance
σ2 = E((X(t)−m)2) independent of the time parameter t, but the dc component of
the signal is the mean:

m = 〈x(t)〉 =

∫ ∞
−∞

αpX(t)(α)dα,

and the ac power of the signal is the variance:

σ2 = P = 〈(x(t)−m)2〉 =

∫ ∞
−∞

(α−m)2pX(t)(α)dα.

We now introduce noise into the channel. This we also regard as a random “signal,”
which we shall denote by N. In addition, assume that the channel is an AWGN
(Additive White Gaussian Noise) channel. This means that the noise N in the channel
is white, i.e, is an ergodic process with distribution function of the form

pN(n) =
1√

2πN
e−n

2/2N .
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Thus N is the variance of the random process N; by what was observed above for
ergodic processes, N is precisely the noise power. Furthermore, in an AWGN channel
the input X, output Y , and noise N are additively related: Y = X + N. Therefore,
the corresponding distribution functions satisfy

pY (y|x) = pX(x+ n|x) = pN(n),

from which it follows that

H(Y |X) = −
∫ ∞
−∞

∫ ∞
−∞

pX(x)pY (y|x) log2 pY (y|x)dydx

= −
∫ ∞
−∞

∫ ∞
−∞

pX(x)pN(n) log2 pN(x)dndx

= −
∫ ∞
−∞

pN(n) log2 pN(n)dn = H(N)

Therefore, the information flux is given by

I(X;Y ) = I(Y ;X) = H(Y )−H(N)

= entropy in received signal − entropy in ambient noise .

In terms of the above, we shall now adopt the following definitions.

(1) Definition. The channel capacity in bits/sample is defined by

Cs = max
pX(x)

I(X;Y ) bits/sample,

where the maximum is taken over all input distributions pX(x).

(2) Definition. If the channel has bandwidth B, then the channel capacity in
bits/second is defined by

C = 2BCs bits/second.

We now proceed to calculate C, the channel capacity. Under the above assumption
on N, we have

pN(n) =
1√

2πN
e−n

2/2N ,
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and so

H(Y |X) = −
∫ ∞
−∞

pN(n) log2 pN(n)dn

=
−1√
2πN

∫ ∞
−∞

e−n
2/2N [log2 e

−n2/2N − 1

2
log2 2πN ] dn

=
log2 e√
2πN

∫ ∞
−∞

n2

2N
e−n

2/2n dn+
log2 2πN

2
√

2πN

∫ ∞
−∞

e−n
2/2N dn

=
log2 e√
2πN

∫ ∞
−∞

n2

2N
e−n

2/2n dn+
1

2
log22πN

=
log2 e√
2πN

∫ ∞
−∞

m2e−m
2√

2N dm+ log2

√
2πN

=
log2 e√
π

∫ ∞
−∞

m2e−m
2

dm+ log2

√
2πN

=
log2 e√
π

(
−1

2
me−m

2

]∞
−∞

+
1

2

∫ ∞
−∞

e−m
2

dm

)
+ log2

√
2πN

=
log2

2π

∫ ∞
−∞

e−m
2

dm+ log2

√
2πN

=
1

2
log2 e+ log2

√
2πN

=
1

2
log2 2πeN.

Therefore,

max
pX(x)

(H(Y )−H(Y |X)) = max
pX(x)

H(Y )− 1

2
log2 2πeN.

Relevant to the above is the following result, which we state without proof.24

Proposition. The maximum of

−
∫ ∞
−∞

p(x) log2 p(x)dx

given the constraints∫ ∞
−∞

p(x)dx = 1,

∫ ∞
−∞

x2p(x) log2 p(x)dx = σ2

is 1
2

log2 2πeσ2, realized where

p(x) =
1√

2πσ2
e−x

2/2σ2

.

24For a sketch of the proof, see Carlson’s book, pp. 584–585.
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In other words, the maximum entropy H(X) realized by a random signal X occurs
when X is a zero-mean Gaussian process with variance σ2.

As a result of the above, if Y = X+N, then H(Y ) is maximized precisely when X
is a zero-mean Gaussian process, since in this case Y is zero-mean Gaussian as well,
with variance P +N (since X and N are independent), where X has power P and N
has power N . Therefore the channel capacities are

Cs =
1

2
log2 2πe(S +N)− 1

2
log2 2πeN

=
1

2
log2

(
1 +

S

N

)
bits/sample,

and

C = 2BCs = B log2

(
1 +

S

N

)
bits/sec.

This concludes the outline of the more rigorous proof of the Shannon-Hartley Law.

6.3 Examples

We conclude with a few examples to illustrate the Shannon-Hartley Law.

Example. Consider a phone line with a 3,100 Hz bandwidth and a signal-to-noise
ratio S/N = 30 dB. Then the capacity of this channel is

C = 3100 log2(1 + 103) ≈ 30, 898 bits/sec.

Example. [The Shannon Limit] If we denote by N0 the noise density, then the
noise power is given by N = N0B watts, where B is the bandwidth of the channel.
Furthermore, we may express the signal strength by S = Eb/Tb, where Eb is the
energy required to send one bit of information and Tb is the time required to send
one bit of information. Therefore, C = B log2(1 + S/N0B) = B log2(1 + Eb/TbN0B).
If we allow the bandwidth to become infinite, then using the fact that the function
f(x) = log2(1 + x) is monotonically increasing, we get

C ≤ lim
B→∞

B log2

(
1 +

Eb
TbN0B

)
=

Eb
TbN0 ln 2

,

where in taking the limit, we have used l’Hôpital’s rule. If we signal at the capacity,
i.e, where 1/Tb = C, then

N0 ln 2 ≤ Eb,

and so the energy per bit to noise density ratio has the absolute lower bound:

Eb
N0

≥ ln 2 ≈ −1.59 dB.
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This lower bound is the absolute standard against which codes are measured. For
example, the (7, 4)-Hamming code (which is known to be not very good) is 12.59 dB
above this limit at a BER of 10−7:

Comparision of the (7, 4)-Hamming code against Shannon’s “hard limit”

Shannon’s hard limit (-1.59 dB)

12.59 dB above the ideal limit� -

�

10−9

10−8

10−7

10−6

10−5

10−4

10−3

10−2

10−1

Eb/N0 dB

(BER)

-2 -1 0 1 2 3 4 5 6 7 8 9 10 11 12

Example. Assume that we have a teletype machine with 64 symbols, and, for
simplicity’s sake, assume that each symbol has the same probability of being sent.
Therefore, associated with each symbol is 6 bits of information. Assume that we
have a 3 kHz bandwidth and a signal-to-noise ratio of 30 dB. Thus, the channel has
capacity

C = B log2(1 + 103) ≈ 29, 900 bits/sec.

Since each symbol contains 6 bits of information, then for error-free transmission (or
nearly so), we must signal at a rate of less than 1

6
× 29, 900 ≈ 5, 000 symbols/sec.

Next assume that S and N0 are fixed (and so S/N0 = 3 × 103 × 103 = 3 × 106),
but that the bandwidth is allowed to grow to infinity: B →∞. In this case, we have
a symbol rate of (somewhat less than)

1

6
× lim

B→∞
B log2

(
1 +

3× 106

B

)
=

1

6
× 3× 106

ln 2
≈ 720, 000 symbols/sec.

Example. [Pictures from Mars] In this example we are to send digitized pictures
from Mars back to Earth and estimate the time required to do so.25 Here are the
particulars:

25This example is taken from Carlson’s book; see page 590.
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• We are to send a digitized picture consisting of a 400× 300 pixel grid with each
pixel having 16 possible brightnesses. Thus the total amount of information to
be sent is 480,000 bits.

• The carrier frequency of the transmission is f = 2 GHz.

• The distance between the Mars transmitter and the earth receiving station is
l = 3× 108 km.

• The Mars transmitter delivers 20 watts of signal power to a dish antenna one
meter in diameter.

• The earth station has a 30 meter dish antenna coupled to a low-noise receiver
with a noise temperature T = 58 K.

In this example we haven’t specified the bandwidth; let’s allow ourselves plenty of
elbow room and assume an infinite bandwidth. Therefore, the needed quantities are
the signal strength S at the receiver as well as the noise density N0. These are
computed below from additional physical laws that require further discussion.

Directional antenna gains. It is known that parabolic dish antennas have the
effect of amplifying the input signal by 10 log10 g dB, where the antenna gain g
is related to the geometry of the antenna and the frequency of the signal via

g =
4πAf 2

c2
,

where A is the aperture area of the antenna, f is the signal frequency, and c is
the speed of light (c ≈ 3× 105 km/sec).

Spherical dispersion. When a signal is sent from one antenna to another, there is
a power loss due to the spherical dispersion of the electromagnetic waves. This
loss is 10 log10 L dB, where L is given by

L =

(
4πfl

c

)2

,

and where l is the distance (in kilometers) separating the two antennas, and f
is the frequency of the signal.

Noise density. This is expressed in terms of Boltzmann’s constant k and the noise
temperature T by

N0 = kT = 1.37× 10−23 T W/Hz.

Below we tablulate the power gains and losses due to each of the above factors:
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Factor Power Gain (dB)
Mars transmitter +13.01
Mars antenna +26.42
Free space loss −267.96
Earth antenna +55.96

Available power at receiver −172.57

Therefore the signal strength at the receiver (in watts) is given by

S = 10−17.2576 ≈ 5.534× 10−18 W.

The noise density at the receiver is N0 = 1.37 × 10−23 T = 1.37 × 10−23 × 58 ≈
8× 10−22 W/Hz. As agreed upon, we allow infinite bandwidth and compute

C ≈ lim
B→∞

(
1 +

S

N0B

)
=

S

N0 ln 2
≈ 1.44

S

N0

≈ 1.44× 5.534× 10−18

8× 10−22
≈ 10, 000 bits/sec.

Therefore, it will take at least

480, 000

10, 000
= 48 seconds

to transmit the digitized picture.
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